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Abstract

The prevailing forecasts say AI will displace much of office and physical work within a few
years, and firms are already budgeting their headcount against them. Those forecasts mistake
which work AI automates. What today’s models do reliably is the work with a clear right or
wrong answer, the kind whose errors are cheap to catch. Most of that was automated long ago,
by the office software and factory machines of the last century, and aggregate employment did
not fall. What is left is the work that turns on judgment: deciding what the task is and whether
the result is right. Generative AI has bought fluency, not judgment: a larger model writes more
convincingly but is no better at telling a right answer from a merely plausible one, most likely
because it learns from finished work and not the reasoning. Physical work asks for that same
judgment and, on top of it, the real-time adaptation to a constantly changing world that no fixed
program supplies, which is why a general-purpose robot is a far riskier bet than the specialized
machines already on the line. To automate the rest, a firm has to wrap the model in a harness,
expensive to build and to run, that in the near term adds more human labor instead of cutting it.
On the three-to-five-year horizon, little evidence supports large aggregate displacement: the
technology makes the work better, and the people who do it more capable, not fewer.

Keywords: artificial intelligence; automation; labor displacement; augmentation; productivity;
robotics; task-based framework.
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Automation advocates have a long tradition of claims that a new technology will rapidly displace
human labor, and AI proponents are no exception. This displacement prediction is tempting,
because, while a contingent still calls AI a failed technology, it clearly works and helps most along
the ragged edge of what it can do, especially for personal productivity. Yet the immediate labor

*The author works on agentic AI and is not compensated for this paper; its case cuts against the near-term displace-
ment narrative that would most benefit such work, and rests on the cited literature.
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reductions have not materialized. This paper does not attempt an analysis of AI’s macroeconomic
impact, nor does it claim that no displacement will occur. It takes a narrower view: where the
current generation of AI capability stands, set against a modern workplace that a century of
ruthless optimization has already pared down, leaving little immediate market for further labor
displacement (Figure 1). A claim about the near-term aggregate is not a claim that the adjustment is
painless or evenly shared: earlier automation and trade held total employment roughly steady while
reshaping its composition, thinning the exposed occupations and straining the wages, communities,
and unions built around them [1, 2]. How those gains and losses are distributed is a separate
question this paper does not take up, though the mechanism here, that standardized work goes
first, bears on it.

The displacement forecasts ignore the nature of the tasks that make up modern work. A task is
cheap to automate when its result has a bounded, cheaply-checkable error surface: the code compiles
or it does not, the ledger reconciles or it does not. Where the surface is bounded and the check is
cheap, fluency alone runs the task, and almost all such work was standardized and automated
even before generative AI. Where it is not, the work still relies on human judgment: deciding what
to do and whether the result is right. In knowledge work that is the bulk of what remains. Physical
work adds adaptation on top of judgment, carrying the action out in real time in a world that keeps
presenting what no policy was trained on, where the error plays out before any check could run.
Judgment runs through both.

Why the machine lacks judgment we can only hypothesize from how the models are trained:
pretraining runs on finished output, the settled products of judgment and never the reasoning that
produced them [3], so scale improves fluency, not judgment. Recent reasoning models that train on
process, not only output, do not refute this: they gain only where a cheap external check can score
the steps, as in mathematics and code with tests. The intent it would need is developed only in
the act, as in writing, and discarded before the output is recorded, so more data cannot recover
it [4, 5].1 Adaptation fails for a settled reason instead: the body and the open world defeat a policy
tuned on recorded demonstrations [11, 12].

The job that people do is more than checking the output or writing a vague prompt. The messy
work still has to be mapped into well-specified tasks, and the objective itself still has to be set. A
natural-language instruction specifies neither precisely, the reason formal notation exists at all:
prose too readily admits statements whose imprecision is not obvious [13]. So the machine can
produce a fluent artifact that is not the one that was wanted. The economics of predictive AI and
automation already left the objective with the human [14]. Generative AI does not address it either.

The tools take over some tasks and speed up others. The standing counterargument is that a harness
of scaffolding, retrieval, tools, and checks built around the model can extend what it automates. It
can, but slowly, and at two costs, both large. Building the harness takes skilled people working
alongside the very work it is meant to automate, then supervising what it produces. Running it

1The alignment stages that might add intent are tiny next to pretraining: tens of thousands of demonstrations
and preference comparisons, by some methods a thousand [6], against pretraining corpora of trillions of tokens [7, 8].
They too consist of finished responses and preferences over outputs, not the process of authoring an objective; and
reinforcement learning from human feedback, the stage most often credited with adding judgment, fits a reward model
to aggregate preference, which shapes agreeableness and, under optimization pressure, trades against correctness [9, 10].
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Figure 1: Schematic. Automation took the head, the work inside a bounded, cheaply-checkable
error surface; the long tail stays with people, on two grounds.

means looping to manufacture a check, which consumes tokens far out of proportion to the result.

1. Office work

1.1 The routine is already automated

The computer age, as Robert Solow quipped in 1987, was visible everywhere but in the productivity
statistics [15]. Those gains arrived only about a decade later, once firms had reorganized their work
around the machines [16, 17]. Computers took the routine, codifiable tasks and left the non-routine
ones to people [18]. The very jobs Frey and Osborne’s 2013 study rated near-certain to be automated
within a decade or two [19], tax preparers at 99% and paralegals at 94%, grew in number even as
their software matured; where teller and bookkeeping work did fall, it tracked older automation,
the teller to ATMs and online banking and the bookkeeper to accounting software, not AI [20].
More than a decade on, that displacement has not come.

The work these forecasts imagine AI replacing largely no longer exists; earlier automation took
it long ago. Yet the studies behind the forecast rate AI against standard job-task lists, chiefly the
government’s O*NET inventory, as Frey and Osborne did in 2013. Those lists still name obsolete
office work, from adding machines to microfilm (Table 1); the inventory records every task a role
has ever included, and a clerk today does few of them by hand. Airline reservation systems took
fare-and-booking work, Freddie Mac’s Loan Prospector took first-pass mortgage underwriting,
e-discovery software took document review, and electronic execution took floor trading [21–24].
Through cycles of standardization, big data, robotic process automation, and industry-specific
software, automation took over much of the repetitive office work, and most of it before generative
AI arrived.
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Table 1: Four occupations Frey and Osborne rated near-certain for computerization in 2013 (proba-
bility P ), their US employment in May 2013 and May 2025, and a task the O*NET inventory still
lists. Today’s AI-exposure studies, a recent MIT evaluation among them [25], score against that
same inventory. Employment [20]; task text [26].

Occupation (SOC) P , 2013 Empl. 2013 Empl. 2025 A task the inventory still lists

Bookkeeping and account-
ing clerks (43-3031)

0.98 1,586,380 1,373,680 “Operate 10-key calculators, type-
writers, and copy machines. . . ”

Paralegals and legal assis-
tants (23-2011)

0.94 271,320 392,880 “. . . maintain documents in paper or
electronic filing systems”

Tax preparers (13-2082) 0.99 67,810 76,480 “Compute taxes. . . using adding ma-
chines or personal computers”

Tellers (43-3071) 0.98 527,680 329,480 “. . . typing, filing, and microfilm
photography”

1.2 Fluency, not judgment

What remains is the work colloquially described as “just figure it out.” Take even writing this
research paper. Every step, from selecting a topic, to reviewing the research, to forming a thesis,
to putting it into language, is a judgment, not only of how to do it but of what to do and of what
a good result looks like. Assigned to AI at the outset, this paper failed. It helped with search,
drafting, figure generation, and even the bulk of the wordsmithing, but it did not do the work of
writing the paper; it was a useful tool for writing one.2

The tasks that existed before automation (Figure 2) almost invariably lay in the low-judgment,
high-fluency corner: once the process was figured out and the volume was high enough to write a
standard operating procedure, fluency alone controlled the speed of the output, and that is where
the erosion of white-collar labor hit the most. The remaining work is closer to the judgment axis
across almost every industry. In software engineering, the part of the work closest to fluency
over the years has been automated by higher-level languages, large libraries, and configurable
products; move away from that corner and there is a small region that stayed high-volume but
low-automation, and over the last three years that is where AI has helped developers most. Above
it lies the majority of the remaining white-collar work. The capability frontier others have mapped
as jagged against apparent task difficulty [27] is straighter against this one, though never perfectly:
much of what looks like unpredictable success is whether the result has a cheap check.

The tools are still valuable. They take over particular tasks and help with many more, and the
value of helping workers this way has long exceeded the value of replacing them [18, 28]; most
real use is augmentation, not automation [29]. The controlled studies show real gains. Support
agents resolved 14% more issues an hour, the newest workers gaining about 34% and the most

2The thesis, the understanding behind it, the initial draft, and responsibility for the claims are the author’s. It was
substantially researched with AI help and first drafted, by the author, under the present title in April 2026, then revised
over the months since, driven by his own review and further research; the paper now incorporates six further essays
he wrote on the topic and the companion calculator referenced later. Producing it ran on self-developed research and
writing harnesses, for search, verification, drafting, and editing, and the tools automated much of that work throughout.
What they could not supply was judgment: only about a quarter of the wording survives from that first draft (word-set
Jaccard 0.25 over some 190 revisions), reflecting the understanding the tools lacked and the significant errors in their
drafts the author had to catch.
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Figure 2: Schematic. Automation cleared a box of low-judgment, high-fluency work (solid).
Generative AI expands it unevenly (dashed): mostly leftward, as producing fluent output becomes
cheap, and only slightly upward, as the judgment it can handle rises a little, bought with a costly
harness. The majority of the work sits above, where judgment dominates and AI is weakest. The
horizontal axis is how much a task is the production of well-formed output.

experienced almost none [30]. Professionals wrote 40% faster on short writing tasks, and scored
higher [31]. Developers finished a defined coding task 55.8% faster, where a test shows at once
whether the code runs [32].

1.3 The cost of automation

But the fluency may paradoxically backfire. A randomized 2025 trial of experienced developers
working in codebases they knew deeply, a setting that favors the human, found them about a fifth
slower with AI, though they believed themselves faster [33], and a large 2026 study found debt
across thousands of projects, almost a quarter of it unfixed long after the tools moved on [34]. The
reversal is not confined to software: in a field experiment with management consultants, those who
used AI on a task beyond its frontier were 19% less likely to reach the right answer than those who
used none [27]. The verification cannot be skipped, and it is a task people are poorly built for: a
reviewer working through a high volume of mostly-correct output meets the vigilance problem,
the long-noted irony that automating the routine leaves the human a monitoring job that erodes
their attention [35, 36]. The model’s mistakes compound it, because they are not random: it handles
each unclear case the usual way, so errors concentrate in the unusual ones, exactly the cases that
most need a person and that a fatigued monitor is least likely to catch. And the benchmarks that
would tell us otherwise cover this region least, and their design routinely undermines the capability
claims drawn from them [37].

Structured data should be automation’s easy case: the numbers are exact, and a query either runs
or it does not. Yet even here, automating the analysis was not a one-off cost. A model set to write
its own metric definitions inside Anthropic produced plausible ones that encoded the ambiguities
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they were meant to remove, and a smaller human-curated set beat them on the company’s own
evaluations [38]: a person had to own the definitions from the start. And ownership did not end at
setup: as the business shifted, the untended layer fell from 95% to 65% accuracy in a month. If a
person cannot be removed even here, on governed data with exact answers, the case for removing
them from looser work is weaker still.

One could argue that with a good enough harness and enough prompt engineering this work can
be automated too. It is unlikely to happen fast enough to drive large displacement in the next few
years, and the reason is the two costs of the harness. The first is building it. Harnesses for software
engineering were expensive to develop, but at least the code’s correctness could be checked and
the people who wrote them were the subject-matter experts themselves. For most other work,
neither holds, and even the coordination between the developers and the people who hold the
requirements will delay it. Worse, in the near term it raises the demand for skilled labor rather than
lowering it: the same worker carries the day job, the build, and the review at once.

The second cost is running it. Simulating judgment through a verification loop is the unnatural
core of agentic use, and it generates far more tokens, and far more cost, than a person doing the
same work: in agentic coding, the one domain measured, an agentic run already consumes on the
order of a thousand times the tokens of ordinary generation, an illustrative magnitude rather than
a settled constant [39]. The usual hope, falling token prices, does not provide an escape, because
as the price per token drops these workflows consume disproportionately more tokens per task,
so cost per task has risen, not fallen; cheaper tokens buy more looping, not a cheaper result. Nor
does dropping to a cheaper model help: on a quality-adjusted basis the low-cost models deliver
roughly a third the intelligence per token of the frontier ones, so running a weaker model more
times cannot recover the gap [40].

1.4 The impact so far

Step back from the task to the firm, and the aggregate has barely moved. In a survey of nearly
6,000 executives, about nine in ten reported no change to employment or productivity over three
years [41], and a 2025 study across thousands of workplaces finds the effect on pay and hours still
too small to detect [42]; an industry survey of enterprise pilots reports the same [43]. Measured
task by task rather than by whole occupation, the exposed share is far smaller: Frey and Osborne’s
occupation-level method puts 47% at risk [19], while the more credible task-level method puts it
near 9% [44].

Even once AI is integrated, the payoff is slow to appear. A new team captures it almost at once,
while an established firm first carries its legacy systems and reviews everything the tools produce,
so its return is delayed by years. The lag is organizational as much as technical: even with a good
harness, the gain appears only as the firm’s roles, reviews, and hand-offs reorganize around the
tools, and that reorganization is slow, the same delay that held the computer’s own gains out of
the productivity statistics for a decade. A companion interactive calculator works this through for
software engineering.3

3https://yakovshkolnikov.com/employment july 2026.html

6

https://yakovshkolnikov.com/employment_july_2026.html


One number does move. Young workers in highly AI-exposed jobs, the entry-level and standardized
ones, have lost about 16% of their employment relative to older workers in the same firms, a gap that
survives controls for the wider hiring slump [45]. Even Anthropic’s own labor study, weighting
automation over augmentation, reports the same shape, no systematic rise in unemployment
among the most-exposed workers through 2026, and a barely-significant 14% dip in the entry-level
job-finding rate in high-exposure roles [46]. A St. Louis Fed analysis ties roughly a third of the rise
in youth unemployment to AI exposure in what employers ask for, not to firms automating jobs,
with weak hiring the larger share [47]; other work reports the same pattern [48]. Entry-level roles
hold the most standardized tasks, the first to be automated.

But the number may register a reaction to the forecast as much as a result of it: firms cutting junior
hiring on the belief that the tools will soon do the work, not because they already do. If so it can
reverse. AI does raise productivity, and cheaper output can pull juniors back, while seniors stay for
the institutional knowledge the tools cannot hold; cutting the juniors meanwhile thins the pool the
next seniors come from. The open question is whether automation stops at the standardized tasks
or goes on to take the judgment work too. This paper’s three-to-five-year call assumes it stops.

2. Service and physical work

2.1 The routine is already automated

The physical world has been through the same century of standardization. Homes were automated
by specialized machines: a washer, dryer, dishwasher, and coffee maker already work as robots,
only without the AI, and alongside other changes they cut the average week of housework from
about fifty-eight hours in 1900 to eighteen by 1975 [49]. Industry was automated by fixed robots
that took the structured, high-volume work decades ago, on cycle time and payback math rather
than anything like AI, and more than four million are at work today [50]. Installations are still
rising, but the growth has moved off the saturated automotive floor, now flat, into newer sectors,
with food-industry robots up about 30% in the US in 2025 [51]. Service standardized the same way,
from the self-service fuel pump to the boarding-pass kiosk. Even the trades put power tools and
prefabricated parts in place of hand labor. Here too the routine work went before generative AI.

2.2 Judgment, and adaptation on top

The forecast of displacement of humans by humanoid robots rests on a far harder bet than industrial
robotics, which works only where the setting is fenced and fixed: a welding cell, or a semiconductor
fab whose automated material handling runs a whole floor unattended. The open world is neither,
and the bet is a general-purpose machine meant to walk into any human setting and take the long
tail of varied work that resists standardization. Even the robot vacuum, the household success, still
needs a person to free it when it jams and empty it when it fills.

Physical work needs the same judgment as office work. As in the office, the machine can take what
is completely standardized and purely repetitive. But it leaves the person not only to decide what
the job is and whether it is done, but also to carry that decision out in real time, in a space that is
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constantly changing.

Humans, and even simple animals, do not act by memorizing and replaying motions; they adapt
as they go. Teaching a robot from human video is hard first for a mechanical reason, the mismatch
between a human body and a robot’s, and the gap between simulation and the real world [52]. But
the mechanical gap is not the only one, and better data would not close it: a recorded action does
not carry the judgment that produced it, the same gap as in the office, where the data holds the
finished work and never the reasoning behind it. So a robot can learn from a million demonstrations
and still miss what matters [53]: for work whose process is not standardized, unlike the welding
long since fixed on the assembly line, what matters is judgment, the real-time kind that keeps
an action within bounds in a world it has not seen. On a far smaller brain an ant or an octopus
still out-manipulates the best humanoid, because the bottleneck is not just data but this adaptive
judgment [12].

An independent 2026 audit finds the gap has not closed: robots still run three to ten times slower
than people, their skills rarely transfer, and everyday jobs like cooking a meal or assembling
flat-pack furniture remain at the early-research stage [54]. Nor does scaling the datacenter models
improve the robot’s control, because roboticists split that control to match the problem: a slow
deliberative loop, System 2, for the plan and its judgment, and a fast reactive loop, System 1, for
the reflex and its adaptation. The slow loop fails for the same reason as office work. The fast loop
runs a small model at millisecond latency no datacenter can reach, out-adapted by an ant. Neither
loop’s work is cheaply checkable, so scaling helps neither. And in the physical world the check
itself is expensive: a robot’s error is not a wrong answer a test catches and discards, but an action
already taken, its damage already real.

The skilled trades need both judgment and adaptation at once. A plumber diagnoses the fault,
which is judgment, and fits the repair in an unstructured space every time, which is adaptation at
its hardest. A person brings both, on call and costing little when idle, while a general machine must
cover its cost whether or not there is work. That is why the trades rank as the least automatable
work in nearly every forecast, and their numbers keep growing.

2.3 The cost of automation with a general-purpose robot

Automating physical work is expensive, and industrial robotics beat that cost only by constraining
the world around the machine, with a fenced safe space, heavy calibration, and one repeated job.
The car plant shows the consequences: the body shop, where panels are welded into a frame, has
been the most automated stage since the 1980s and reduced employment where it was adopted
most [1], while the final assembly on a floor next to it, fitting soft and varied trim as the line moves,
is the least automated and still mostly manual [55].

The optimist’s counterargument is the software one again: with enough work, a general-purpose
robot could be engineered, trained, and guarded until it could do the work safely. But the guarding
is itself judgment, the safety and reliability worked out in advance and built in before the machine
can be trusted, the physical version of the harness: one design for every task and setting, impossible
to build without a person in the loop. It is also what makes the whole process capital-intensive
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and, on current evidence, unproven at open-world generality: even after years of development
it succeeds only in a very narrow range of work. A humanoid in the open carries more of that
guarding at lower utilization, not less, held by the collaborative-safety standards to a fraction
of the speed and payload of a fenced industrial arm, so to match industrial work it would have
to be caged after all [56]. Because the industrial robot could be fenced off, it never needed the
human shape: built around the task instead, it came out cheaper than the worker it replaced. The
humanoid gives that up, fixing the human form first.

2.4 The impact so far

The remaining jobs in the service industry and in physical labor are where automation has already
arrived, and where it did, the workers were not displaced. Self-checkout is the clearest service
case: it did not remove the labor but handed the scanning to the customer and kept staff for loss
prevention, the produce, and the exceptions. Shrink wiped out the savings, and retailers are pulling
back [57, 58].

Where the last wave of robots arrived to fill a shortage rather than cut a payroll, employment held
or rose: developed economies are short of factory workers, with the United States alone projecting
more than two million unfilled jobs by 2030 [59], and firms add robots to cover the gap [60]; in
Japanese nursing homes robot adoption came alongside higher staff employment and retention [61].

Cost has already been cut to the minimum on both sides, the specialized machine and the flexible
worker. An appliance is cheap because it is built by the million to do one job: a dishwasher costs a
few hundred dollars. The cheapest humanoids now list around $6,000 with none of that scale [62],
and their price is falling fast, but so is the dishwasher’s. The manual work those machines leave,
loading the dishwasher, folding the laundry, emptying the bin, goes to a part-time cleaner paid
only for the hours a household needs, about $18 an hour [20]. On many factory lines the worker is
already a modest share of the cost, with materials the larger part, so removing that worker barely
lowers the total (Figure 3) [63].

A general robot has to beat both at once, the cheap specialized machine and the cheap, flexible
worker, and earn back a heavy fixed cost whether it runs or sits idle. The human form was chosen
to reach exactly this work, the open-world tasks no fixed machine could, but the shape was never
what was missing: the work needs judgment and adaptation, and a human-shaped machine has
neither. So it pays for its generality twice, costing more than the specialized tool at the work the
tool already does, and still unable to supply the judgment and adaptation it was built to reach.

The winning robotic solution, then, is the specialized one: the built world was made for people
using tools, so the machine that pays off is the one that becomes the tool, not the one that mimics
the person. The battlefield, which no labor taxonomy covers and whose work spans planning,
logistics, and fabrication at once, shows this at its clearest. The drone is a tool that flies itself, and
Ukraine fielded around three million first-person-view drones in 2025, while the ground robots
scaling up beside them were specialized crewed platforms, each fitted for one job, hauling supplies
or evacuating the wounded, not a general machine that mimics a soldier [64–66]. In the factory the
tool is the fixed arm; in the home it is the washer. The humanoid instead rebuilds the body and
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Figure 3: On a factory line the worker is already a modest part of the cost.

then still has to pick the tool up.

3. What stays human

Decades ago, Polanyi held that we know more than we can tell, so the tacit part of skilled work
resists codification [67]; Dreyfus argued that human competence rests on embodied know-how no
formal rule can capture [68]; and Moravec named the mirror image, that the reasoning we find
hard is easy to automate while the sensorimotor skill we find easy is not [11]. The task view in
economics makes the same point, machines taking particular tasks rather than whole jobs, and finds
the near-term effect real but bounded, only a fraction of tasks automatable at a profit [18, 25, 69, 70].
Each wave since, from expert systems to the large language models, automated more of what a
cheap check can settle, and none has learned to judge well enough. The reason is still a hypothesis.
Either way, judgment resists, and the harness to substitute for it stays expensive.

4. What is coming, and where the opportunities are

The expense of building the harness in software development bought a new capability: a higher-
level language over code, as high-level languages were over assembly, with the model as the
compiler [71]. Unlike a real compiler’s target, this one has no precise semantics, which is why
it needs the verification harness; and a tool that raises productivity like that does not disappear.
What is left is engineering, making it cheaper and more reliable, and new projects and teams built
around the tools capture the gains, rather than older ones retrofitted to them.

Fluency is cheap to produce and costly to trust, so the binding constraint is not generation but
verification, and the models can be turned on the verification itself: in one industrial study an
LLM screening static-analysis alarms cleared 94 to 98% of the false positives that were costing ten
to twenty minutes of review each, at a fraction of the price [72]. The automatable frontier will
also keep widening: imitation and reinforcement learning are lowering the cost of standing up
specialized machines, and robotic process automation now augmented by AI absorbs the exceptions
that used to break the old brittle scripts, so more of the routine becomes worth automating. This
is the main way productivity rises outside software. But widening the frontier is not the same as
displacing: lowering the cost of producing something, unless demand for it is inelastic, raises how
much is consumed, so the effect is more output rather than fewer people, and only in saturated
markets does cheaper production cut headcount.

The clearest openings are in the work a computer can check for itself. Formal verification, crypto-
graphic proof, and the AI-assisted search that lately produced an explicit counterexample to the
Jacobian conjecture [73, 74] all share the property that makes AI reliable: a person sets the exact
objective, and any candidate answer can be checked. This is also why reasoning models trained
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against verifiable rewards have advanced fastest in mathematics and code with tests: those are the
places where a cheap checker exists, a test suite for code and a proof assistant for mathematics,
which is evidence for the boundary, not against it. Tao makes the same point in mathematics: even
granting that AI comes to solve research problems, the verified proof still leaves the understanding,
exposition, and community acceptance to people, the stages he calls the slowest and least amenable
to automation [75]. Several of these fields have been starved of skilled labor for decades; formal
methods in particular have been held back not by lack of demand but by how few people can
practice them [76], so most software, hardware, and protocols ship unverified. Lowering the cost
of that checkable work does not displace a thin workforce; it clears a backlog never attempted for
want of hands.

AlphaFold, one of AI’s largest scientific wins, predicted the structures of more than 200 million
proteins and retired years of laboratory grunt-work [77, 78], yet a predicted structure is a starting
point, not a medicine; it still needs chemists to confirm it, trials to prove it, and factories to make
it [79]. The breakthrough moved the work downstream; it did not end it.

5. A near-term forecast

Forecasts of quick, wholesale displacement of labor through automation have a mixed record,
which is a caution for this one too. Frey and Osborne’s 47% overshot, as did IBM’s Watson in
oncology and the sewing robots promised to empty the garment factories [19, 80, 81], while the
same expert class missed deep learning and large language models almost entirely. Blinder’s
2007 estimate is the sharper case: he judged 22 to 29% of US jobs potentially offshorable, later
independently corroborated [82, 83], yet the wholesale displacement that potential implied never
came at that scale, even as offshoring did reshape particular sectors, because a potential is not a
realization. Even the forecast’s loudest voices have qualified it: in 2026 Sam Altman said he had
expected more entry-level displacement by now than has happened, and Dario Amodei allowed
that Jevons dynamics, more tasks per job, could offset the job cuts he had warned of [84, 85]. This
paper is itself a forecast, and subject to the same caution: its bet is not that capability stalls, the
error the failed forecasts made, but that economic diffusion lags capability over three to five years.

The AI inference buildout is a vast bet, part of it on displacement. The forecasts that price it are
large, some 300 million jobs exposed globally [86] or 92 million displaced by 2030 [87], and the
compute commitments signed against them already run to a trillion dollars or more, booked as
multi-year backlog that dwarfs current lab revenues [88]. A cost compounding at triple digits
cannot be met from the IT budget, a few percent of revenue; only payroll, several times larger, is a
pool deep enough to justify it. So the demand case rests in part on AI displacing enough workers
to free the wages that would pay for the compute, and in part on augmentation proving valuable
enough that firms sharply raise what they spend on AI. But the productivity that does materialize,
output per hour up 2.2% in 2025 as hours stayed roughly flat [89], accrues to the firms using AI,
not the labs paying for it. The humanoid wave, sometimes offered as the alternative buyer, pays off
around 2035, past this horizon and drawing on the same capital. The full arithmetic is beyond this
paper’s scope; the point is only that a large part of the buildout is priced on a displacement that, on
the mechanism above, may not occur in time. Financial pressure to displace is not the capability to
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displace: a firm that cuts judgment-heavy labor to service the buildout sheds work it still needs,
the failure this paper describes, not a way around it.

For a leader, the horizon that matters is three to five years, and on it there is no present basis for
large displacement. Over a longer horizon this could change, if models learn to carry skills across
tasks or labor grows scarce, and the claim is falsifiable: it fails if, within this horizon, employment
declines materially in occupations dominated by non-standardized judgment work, the senior and
mid-career roles, not only in the entry-level, standardized layer. Short of that, cutting labor on AI’s
promise sheds roles the business still needs and stakes more than the AI budget on a false premise.
Near-term, the tools augment the same headcount rather than replacing it, so the firm pays for both
the wages and the AI. Worse, it breaks the apprenticeship, hollowing the pipeline where the next
senior trains alongside someone who already has the judgment the machine cannot supply.
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